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Abstract

How does redistribution of efficiency gains affect acceptance of AI-driven worker displace-
ment? We study this question in a laboratory experiment in which groups of three partic-
ipants decide whether to replace the lowest performing member with an AI. We vary the
recipient of the AI output: the displaced participant or the highest performer. When the
AI is at least as productive as the displaced participant, redistribution increases acceptance.
Without redistribution, acceptance rises steeply with the participant’s performance rank;
with redistribution, it equalizes across the ranks. Our findings suggest that compensating
displaced workers can build broad support for AI adoption, primarily by aligning self-interest
with efficiency rather than by appealing to fairness.
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1. Introduction

When a firm replaces a worker with an AI that does the job faster and cheaper, the firm
and its customers gain, but the worker may lose everything. Whether such a displacement
is accepted by the people involved depends crucially on what happens to the gains. Recent
advances in machine learning and large language models have expanded the set of tasks
that can be automated far beyond routine manual work, reaching into cognitive and creative
domains (Brynjolfsson et al., 2025; Eloundou et al., 2024). At the same time, these technolo-
gies threaten to displace workers whose tasks can be performed more cheaply or effectively
by algorithms (Acemoglu and Restrepo, 2018; Frey and Osborne, 2017; Acemoglu, 2025),
and early evidence suggests that AI adoption is already reshaping labor markets (Kläui and
Siegenthaler, 2025). The distributional consequences of this transformation, who gains and
who loses, will critically shape public support for AI adoption.

Whether societies adopt productivity-enhancing AI depends not only on technical fea-
sibility but also on whether affected workers and voters accept the consequences. Survey
evidence shows that public support for AI varies substantially depending on who bears the
costs and who reaps the benefits (Werfel et al., 2022). In particular, vignette experiments
across multiple countries find that efficiency gains, such as lower consumer prices, are the
primary driver of public acceptance of automation, often outweighing concerns about job
losses (Magistro et al., 2024, 2025). If the gains accrue to firms and high-skilled workers
while displaced workers bear the full cost, resistance is likely.

At the same time, people appear to view AI-generated inequality as particularly war-
ranting redistribution (Vesely and Amaris, 2025). Fairness perceptions about automation
increase demand for compensatory policies, especially among those who have experienced
job loss themselves (Jeffrey and Matakos, 2024). Moreover, who receives the redistributed
resources matters: in two online experiments, Guerra and Harrington (2025) show that will-
ingness to redistribute is robust across recipient identities, underscoring the importance of
the redistribution rule itself. Yet the behavioral mechanisms through which redistribution
shapes acceptance of AI-driven displacement remain poorly understood.

Social preference theories offer several predictions about how redistribution should affect
acceptance. Models of inequality aversion (Fehr and Schmidt, 1999; Bolton and Ockenfels,
2000) predict that people dislike unequal outcomes and should be more willing to accept
AI-driven displacement when the distributional consequences are equitable. However, recent
cross-country evidence shows that performance-based inequality is more readily accepted
than luck-based inequality (Almås et al., 2024, 2025), which may limit the role of inequality
aversion in settings where the ranking is meritocratic. Efficiency concerns suggest that people
favor replacement when it increases total surplus, regardless of distribution (Engelmann and
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Strobel, 2004; Charness and Rabin, 2002). Self-interest predicts that individuals support
replacement primarily when it increases their own payoff. These motives can point in different
directions: redistribution to the displaced worker reduces inequality but may also reduce the
efficiency gains accruing to other group members (see, e.g., Almås et al., 2020; Durante et al.,
2014; Fischbacher et al., 2023, for the broader tension between fairness and efficiency).

Beyond outcome-based preferences, two further channels are relevant. First, von Schenk
et al. (2025) show that people exhibit stronger social preferences toward machines when a
human benefits from the machine’s payoff. This suggests that routing AI output to the
displaced worker may activate prosocial motives beyond standard fairness models. Second,
research on social norms shows that collective risks can shift norms toward cooperation
(Szekely et al., 2021), but in novel situations, such as AI-driven worker displacement, pre-
existing norms may be inadequate precisely when coordination is most needed (Vriens and
Andrighetto, 2025). Taken together, these perspectives suggest that exogenous institutional
rules, rather than endogenous norm formation, may be critical for governing the distribu-
tional consequences of AI adoption (see also Fehr and Charness, 2025, on social preferences
and economic outcomes).

We design a novel laboratory experiment to provide controlled causal evidence on how
redistribution rules shape acceptance of AI-driven worker displacement. Groups of three
participants perform a real-effort image-categorization task and are ranked by performance.
Using a strategy method, each participant states the minimum AI performance at which
they would accept replacing the lowest performer. Two within-subject treatments vary the
allocation of AI output: under AllToH, the AI output goes to the highest performer
(concentrating gains at the top), while under AllToL, the AI output goes to the displaced
worker (redistributing gains to the bottom). This design allows us to identify the causal
effect of redistribution on acceptance while holding constant the efficiency of the AI.

Our pre-registered hypothesis predicts that acceptance is higher under AllToL than
under AllToH when the AI is at least as productive as the displaced worker. We also
explore which social preference motives, inequality aversion, efficiency, maximin, or self-
interest, drive acceptance decisions, and whether participants can be classified into distinct
behavioral types based on their decision patterns.

We find that redistribution to the displaced worker substantially increases acceptance of
AI-driven worker displacement. When the AI is at least as productive as the low performer,
average acceptance rises from 37% under AllToH to 55% under AllToL, an 18 percentage
point increase. Importantly, this effect eliminates the rank-based heterogeneity observed
without redistribution: under AllToH, acceptance rises steeply with the participant’s rank
(low: 25%, medium: 33%, high: 52%), reflecting self-interest. Under AllToL, acceptance is
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uniformly high across all ranks (54–56%), suggesting that redistribution creates broad-based
support.

Decomposing the motives behind acceptance, we find that efficiency concerns and self-
interest, not inequality aversion or maximin preferences, drive decisions. One unit increase
in efficiency increases acceptance by approximately 7.3 percentage points, compared to 2.6
percentage points for own-payoff changes. Neither Fehr–Schmidt inequality aversion nor
maximin preferences significantly predict acceptance. A finite mixture model identifies two
behavioral types: “redistribution-responsive” participants (25%) who substantially increase
their acceptance under AllToL, and “moderately accepting skeptics” (75%) who accept
displacement, but remain skeptical regardless of the redistribution rule. General attitudes
toward AI, measured by the GAAIS (Schepman and Rodway, 2023), predict lower acceptance
as aversion increases, but this effect is weaker under AllToL, suggesting that redistribution
partially counterbalances AI aversion.

Our paper connects to the emerging literature on human–AI interaction in economic
settings. Prior work has studied preferences over AI in redistribution, public support for
displaced worker assistance (Werfel et al., 2022), how institutional design shapes the fairness
of AI-mediated outcomes (Klockmann et al., 2025), and stated preferences over AI-driven
inequality (Vesely and Amaris, 2025). We add to this literature by providing the first incen-
tivized experimental evidence on how redistribution rules causally affect acceptance of AI
worker displacement. By decomposing the underlying motives, we show that the mechanism
is primarily efficiency-based rather than fairness-driven, consistent with findings that effi-
ciency gains dominate fairness sentiments in shaping automation attitudes (Magistro et al.,
2024; Chugunova and Luhan, 2025).

The remainder of this paper is structured as follows. Section 2 describes the experimental
design, Section 3 derives our research questions, Section 4 presents the results, and Section 5
discusses implications and limitations.

2. Experimental Design

We present our experimental design in six sections. Section 2.1 provides an overview.
Section 2.2 introduces the real-effort task that every participant completes at the beginning
of each treatment. Section 2.3 describes the treatments, and Section 2.4 outlines the de-
cisions participants make in each one. Finally, Section 2.5 explains the incentivization of
participants, and Section 2.6 details the procedure.
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2.1. Overview

We study acceptance of worker displacement by AI in a laboratory experiment in which
the redistribution of AI output varies across treatments. Participants are randomly assigned
to groups of three and perform a real-effort task. Based on their performance, they are
ranked low, medium or high. Each participant then decides whether to replace the low
performer with an AI, using the strategy method that elicits acceptance thresholds across
the three ranks and several scenarios. The experiment uses a within-subject design with two
treatments that differ in who receives the AI output when displacement occurs: Either the
displaced participant or the high-performing one.

2.2. Real-Effort Task

At the beginning of each treatment, every group member categorizes 10 portrait images by
judging whether the depicted person is over 30 years old. An AI algorithm1 also categorizes
them. Based on the relative number of correctly categorized images within the group, the
following ranks are assigned among the three members: low, medium, high2. Individual
performance also serves as the basis for payoffs: absent any displacement, each participant
earns a payoff in euros equal to their own score (number of correct categorizations).

2.3. Treatments

The two treatments vary the allocation of the AI output when the low performer is
replaced. To illustrate, consider a group in which the high performer scores 8, medium
performer scores 6, low performer scores 3, and AI scores 5 correct images. Under AllToH,
the high performer receives the AI bonus (payoffs: 13, 6, 0). Under AllToL, the low
performer receives it instead (payoffs: 8, 6, 5). The redistribution rule thus determines
whether the productivity gains from AI flow to the top of the hierarchy or compensate the
displaced worker.

AllToH (AI output to the high performer) If the low performer is replaced, the high
performer receives a bonus equal to the AI performance a, capped at m − 1. The low
performer receives zero. The medium performer is unaffected. Formally, the payoffs under
replacement are:

πH
h = h+ a, πH

m = m, πH
l = 0. (1)

1The AI algorithm is based on the LLaaVA visual-language model by Liu et al. (2023) This model,
together with its projection, enables us to query the AI algorithm in order to estimate the age of a person
depicted in an image.

2Actual labels used in the experiment: "worst", "medium" and "best". Ties broken randomly.
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AllToL (AI output to the low performer) If the low performer is replaced, they receive
the AI performance a, again capped at m − 1, instead of their own score. The high and
medium performers are unaffected. Formally:

πL
h = h, πL

m = m, πL
l = a. (2)

The cap at m − 1 ensures that the recipient of the AI output cannot earn more than the
medium performer, preserving the ranking within the group.3 Without replacement, the
payoffs are simply πi = i for i ∈ {h,m, l} in both treatments.

The two treatments thus create contrasting distributional consequences. Under AllToH,
replacement concentrates benefits at the top and imposes the full cost on the low performer.
Under AllToL, replacement redistributes the AI output to the low performer, making the
overall distribution more equal.

2.4. Decision Task: Strategy Method

Rather than making a single accept/reject decision, we use the strategy method (Selten,
1967): for each rank and scenario, participants state the minimum AI performance s at
which they would accept replacement. If the AI actual performance a ≥ s, the participant
accepts replacement; if a < s, they reject it. Participants may also choose “never,” indicating
rejection at any AI performance level. Figure 1 presents a screenshot of the task. This
switching-point design efficiently maps out each participant’s complete acceptance function
across all possible AI performance levels.

Interactive Example. Try it out by clicking on the slider!

You decide in the role of the ”medium” member now

From which number of correctly categorized images by the AI would you replace the

”worst” member by the AI?

Never

The AI must have correctly categorized at least 3 Image(s)

Payments to all members if the ”worst” member were to be replaced or were not

to be replaced:

”Best” ”Medium” ”Worst”

Not replaced 8 5 3

Replaced 8 + 3 (at least) 5 0

In this example, the ”medium” member can choose a value between (and including)

zero and 4, from which the ”worst” member is to be replaced. The ”medium” member

can also choose ”Never”. Her decision has a one-third chance (i.e., in 1 out of 3 cases)

to determine the final outcome. Both possibilities are presented by the two rows in the

table.

Figure 1: The Switching-Point Design

Note: The original version in German is shown in the Appendix.

Each participant makes decisions for all three ranks, low, medium and high, to capture
both self-interested and impartial motives. For each rank, four scenarios are presented with
different configurations of group members’ performance scores (h, m, l). Three scenarios
use hypothetical performance profiles; one scenario reflects the group’s true performance

3Replacement not possible if m ≤ 1.
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from the real-effort task, but participants are not told which is which. This yields 3 ranks×
4 scenarios = 12 decisions per treatment, and 24 decisions in total across both treatments.
A summary of the decision scenarios can be found in Appendix A.1.

2.5. Within-Subject Design and Payment

Both treatments are administered within-subject, with the order counterbalanced across
sessions: approximately half of the sessions start with AllToH (102 participants), the
other half with AllToL (105 participants). At the beginning of each part, participants are
randomly re-matched into new groups of three and complete a new set of 10 images.

Payment follows a random-dictatorship protocol. At the end of the experiment, one of
the two parts is randomly selected. Within that part, the true-state scenario and one group
member’s decision (drawn with equal probability) determine all three payoffs. This incentive-
compatible mechanism ensures that each decision is potentially payoff-relevant. Participants
additionally receive a show-up fee of 7 euros.

2.6. Procedures

The experiment was conducted at the WISO-Laboratory of the University of Hamburg
using oTree. We ran 11 sessions with a total of N = 207 participants. The average session
lasted approximately 60 minutes, and the average total payment was 13.88 euros (including
the show-up fee). Participants’ mean age was 25.7 years (SD = 5.4), and 36% were male.
See Section Appendix A.2 for more descriptive statistics.

After the main experiment, participants completed a questionnaire including the General
Attitudes toward Artificial Intelligence Scale (GAAIS; Schepman and Rodway, 2023), ques-
tions on AI policy preferences, perceived income inequality, and political affiliation. The
experimental design, hypotheses, and a pre-analysis plan were preregistered at the OSF
registry, and ethics approval was obtained from the German Association for Experimental
Economic Research.4

3. Research Questions

One primary question (Q1, comprised of two hypotheses) and two exploratory questions
(Q2-3) were pre-registered. We also use data from the post-experimental questionnaire to
investigate two additional questions (Q4-5).

4Available at: https://osf.io/6zw5t/overview?view_only=99c6cd5aefbb42c8819e50ad652ee4d3, and
https://gfew.de/ethik/u1MXyfIU, respectively.
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Q1: How does redistribution affect acceptance of AI replacement? The key comparison is
between AllToL and AllToH. Under AllToL, the replaced low performer receives the
AI output, reducing the cost of displacement for the most affected party. Standard social
preference models predict that this should increase acceptance: inequality aversion favors
the more egalitarian AllToL outcome, and self-interest predicts higher acceptance by low
performers who now benefit from displacement rather than losing their entire payoff. We
distinguish two cases based on the AI productivity relative to the low performer.

When the AI is at least as productive as the low performer (a ≥ l), replacement is
efficiency-enhancing and the redistribution rule determines who benefits. We predict:
Ha: When the AI is efficient (a ≥ l), the average acceptance rate is higher under AllToL

than under AllToH.
When the AI is less productive than the low performer (a < l), replacement destroys

surplus regardless of the redistribution rule. We do not expect large treatment differences
in this range, but test for them:
Hb: When the AI is inefficient (a < l), the average acceptance rate does not differ between
AllToL and AllToH.

Q2: Which social preference motives drive acceptance? We decompose acceptance into mo-
tives based on how replacement changes outcomes: (i) Fehr–Schmidt inequality aversion, (ii)
efficiency (change in total group payoff), (iii) maximin (change in the worst-off member’s
payoff), and (iv) self-interest (change in own payoff). Following Engelmann and Strobel
(2004), we estimate logistic regressions with these motives as predictors to assess their rela-
tive importance. Note that our design uses a performance-based ranking, which prior work
shows is more readily accepted as fair than luck-based inequality (Almås et al., 2024, 2025).
This may limit the role of inequality aversion in our setting relative to contexts where the
ranking is perceived as arbitrary.

Q3: Can participants be classified into behavioral types? Following our pre-analysis plan,
we use a finite mixture model to identify latent behavioral types among participants, each
characterized by distinct acceptance patterns across treatments and ranks (Leisch, 2004).

Q4: Is acceptance driven by AI aversion? In the post-experimental questionnaire, we elicit
AI aversion using a 20-item attitude scale. Known as GAAIS (Schepman and Rodway,
2023), it includes 12 items measuring favorable attitudes (e.g., perceived usefulness) and 8
items measuring concerns (e.g., perceived risks), all rated on a 5-point Likert scale where
higher values indicate more negative attitudes. The final score is constructed by averaging
all 20 items. We expect that AI aversion may have an effect on acceptance, especially when
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combined with the redistribution regime (AllToH or AllToL) or one’s performance rank (low,
medium or high).

Q5: Is acceptance related to political attitudes? We also elicited political ideology (10-point
‘left–right’ scale), perceived income inequality in Germany and support for a universal basic
income as a measure to mitigate AI induced income inequality. We explore the extent to
which such factors can moderate treatment differences in acceptance.

4. Results

We present our results in five parts. Section 4.1 addresses Q1 (treatment effect on ac-
ceptance). Section 4.2 addresses Q2 (social preference motives). Section 4.3 addresses Q3
(behavioral types). Section 4.4 examines the role of general AI attitudes. Section 4.5 explores
individual differences, political ideology, inequality perceptions, and AI policy attitudes, as
moderators of the treatment effect. Unless stated otherwise, all statistical tests use logistic
regressions with standard errors clustered at the participant and decision scenario levels.

In the experiment, the participants do not make direct accept/reject decisions. Instead,
each participant states a minimum AI performance level at which they would accept replace-
ment. For each possible AI performance level given the decision scenario, we then create a
dummy variable equal to one if the level is equal to or greater than the participant’s stated
threshold, and zero otherwise. Participants who select "never accept" receive a dummy
of zero at all efficiency levels. This dummy variable is our measure of acceptance in all
subsequent analyses.

4.1. Treatment Effect on Acceptance (Q1)

Figure 2 displays average acceptance rates by treatment, AI efficiency, and rank.
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Figure 2: Acceptance of Worker Displacement per Treatment

Note: Bars show mean acceptance rates by treatment, AI efficiency condition (a ≥ l vs. a < l), and rank. Dashed lines show the
average acceptance rates across ranks. Error bars represent 95% confidence intervals, clustered at both the participant and the
decision scenario levels. See Section Appendix A.3 for more details on the average acceptance rates by treatment, AI efficiency,
and rank.

Efficient AI (a ≥ l) When the AI is at least as productive as the low performer, redistri-
bution strongly increases acceptance. Overall acceptance rises from 37% under AllToH to
55% under AllToL. A logistic regression of acceptance on a treatment dummy confirms
this 18 percentage point difference is highly significant (β̂ = 0.78, p < .001). This confirms
hypothesis Ha: when replacement creates surplus, there is additional support for it in case
it benefits the replaced.

Inefficient AI (a < l) When the AI is less productive, acceptance is rather low in both
treatments (8% vs. 5%). The difference is statistically significant (β̂ = −0.39, p = .003) and
is driven by the high rank. This is consistent with Hb: when replacement destroys surplus,
there is little support for it regardless of the redistribution rule.

Rank heterogeneity As Figure 2 shows, the interaction between treatment and rank has
two distinct patterns when a ≥ l. In AllToH, acceptance rises steeply with rank: mean
acceptance rates are 25% for the low performer, 33% for the medium performer, and 52%
for the high performer. This gradient reflects self-interest: in AllToH, the high performer
captures all gains from replacement while the low performer loses everything. In AllToL,
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this rank gradient disappears entirely: acceptance is virtually identical across the ranks (54–
56%). A logistic regression with the treatment–rank interactions confirms that both the
Low–AllToL and Medium–AllToL interactions are highly significant (β̂ = 1.20, p < .001 and
β̂ = 0.80, p < .001, respectively with AllToH and High as the base category). Redistribution
thus not only raises overall acceptance but eliminates the self-interest-driven heterogeneity
across ranks, resulting in a wide support for replacement.

What is perhaps noteworthy is that low performers still accept in AllToH 25% of the
time, even though they lose everything upon replacement. One potential explanation is
other-regarding preferences. If a participant values group efficiency sufficiently high, the
productivity gain from AI adoption may offset the loss of their own payoff.

Acceptance also rises with rank in AllToH when a < l: mean acceptance rates are 4%
for the low performer, 7% for the medium performer, and 13% for the high performer. Once
again, the gradient disappears in AllToL but the acceptance drops to 5–6%, resulting in a
wide rejection of replacement (Low–AllToL: β̂ = 1.25, p < .001; Medium–AllToL: β̂ = 0.60,
p < .001). See Table A.6 for the complete regression results.

To sum up, redistribution eliminates the self-interest-driven heterogeneity across the
performance ranks irrespective of AI efficiency. We explore this and other social preference
motives in the next subsection.

The within-subject design can also raise the question of order effects. We find that the
treatment effect is somewhat larger when AllToH is experienced first, but the main effect
remains significant regardless of the order. The complete analysis is reported in Section Ap-
pendix A.4.5

4.2. Social Preference Motives (Q2)

Figure 3 present log-odds coefficients from two logistic regressions that examine how
outcome-based motivations affect replacement acceptance. The regressors capture changes
in outcomes induced by replacement. In the left panel of Figure 3, the regressors measure
changes in (i) payoff distances between group members, (ii) the sum of the three players’
payoffs, and (iii) an individual’s own payoff. These correspond to Fehr–Schmidt inequality
aversion, efficiency concerns, and self-interest, respectively. In the right panel of Figure 3, the
regressors capture changes in (i) the payoff of the low performer, (ii) the total payoff of the
three players, and (iii) an individual’s own payoff, corresponding to maximin preferences,
efficiency concerns, and self-interest. Rather than decomposing inequality aversion into
advantageous and disadvantageous components, we use the sum of payoff distances in both

5A logistic regression including the treatment–order interaction shows a significant effect for a ≥ l (p <
.001) but not for a < l (p = .375).
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directions to avoid severe multicollinearity. Maximin preferences are estimated in a separate
regression because of perfect collinearity (both following Engelmann and Strobel, 2004).

The left panel of Figure 3 shows that an increase in the total payoff distance does not
affect the decision to accept replacement, and the right panel of Figure 3 shows that an
increase in the low performer’s payoff does not influence acceptance either. In contrast,
participants are more likely to accept replacement when it increases the total group payoff
or their own payoff. Considerations of fairness, whether in terms of reducing payoff inequality
or improving the outcomes of the worst-off, do not play a decisive role.

Fehr−Schmidt Maximin

Fehr−Schmidt Efficiency Payoff Maximin Efficiency Payoff
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Figure 3: Social Preference Motivations

Note: The left panel shows the average marginal effects of inequality concern, efficiency, and self-interest on the probability
of acceptance. The right panel shows the average marginal effects of maximin, efficiency, and self-interest concerns. Point
estimates with 95% confidence intervals are displayed for each motivational factor. Average marginal effects represent the mean
change in predicted acceptance probability associated with a one-unit increase in each variable, averaged across all observations.

Among these motivations, efficiency exhibits the strongest positive effect. On average, a
one unit increase in efficiency raises the predicted probability of acceptance by approximately
7.3 percentage points and 6.7 percentage points in the left and right panels of Figure 3, re-
spectively, compared to approximately 2.6 percentage points for own payoff changes. This
comparatively stronger role of efficiency may explain why approximately 25% of low per-
formers in the AllToH treatment vote for replacement when the AI outperforms them,
even though they personally lose from it. The null effect of inequality aversion is consistent
with the view that participants perceive the performance-based ranking as meritocratic,
weakening the relevance of distributional fairness as a motive (Almås et al., 2024).

Figure 4 translates these log-odds effects into predicted probabilities for the two redis-
tribution regimes. The left panel shows that the predicted probability of acceptance rises

12



steeply with the efficiency gain (a− l), from approximately 10% when replacement destroys
surplus to over 60% when it substantially increases the total payoff. The right panel shows
that increases in own payoff have a comparatively smaller effect. Both panels confirm that
the efficiency channel dominates self-interest in predicting acceptance. It is also noteworthy
that between the two treatments, the efficiency concern leads to a higher acceptance rate in
AllToL for the same efficiency gain. At the same time, the effect of changes in one’s own
payoff on acceptance is larger in the AllToH treatment.

Efficiency Gain (a − l) Own Payoff Change
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Figure 4: Predicted probability of acceptance

Note: Panel left: Predicted P(accept) as a function of the efficiency gain (a− l), holding own payoff change at the treatment-
specific mean, from logistic regressions of acceptance on efficiency and own payoff change, estimated separately by treatment.
Panel right: Predicted P(accept) as a function of own payoff change, holding efficiency at the treatment-specific mean.

4.3. Behavioral Types (Q3)

We estimate a finite mixture model (Leisch, 2004) to explore individual heterogeneity
in behavior in the treatment–rank conditions. For each participant, we compute the mean
acceptance rate across six such conditions (2 treatments × 3 ranks) when a ≥ l. 6 We then
fit a number of Gaussian mixture models with K = 2 to 10 distinct behavioral types. Using
the so-called elbow method (Fraley and Raftery, 2002) to determine the best model suggests
two behavioral types (K = 2). See Appendix Appendix A.5 for more details on the model.

The two types differ substantially in their acceptance levels and treatment response:

6We focus on a ≥ l because for a < l participants rather do not accept replacement and hence, variance
is low. See Table A.5 for more details.
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Type 1: “Redistribution-responsive” (25%, n = 52) These participants show low acceptance
without redistribution but respond strongly to it, with an average acceptance of 40% overall.
Under AllToH, they display a steep rank gradient at low levels (high: 27%, medium: 15%,
low: 7%). Under AllToL, their acceptance rises sharply and equalizes across ranks (high:
62%, medium: 65%, low: 64%). The treatment effect for this group is approximately 47
percentage points.

Type 2: “Moderate acceptors” (75%, n = 155) These participants show moderate accep-
tance across both treatments, with an average acceptance of 46%. They display a rank
gradient under AllToH (high: 58%, medium: 38%, low: 30%) that largely equalizes under
AllToL (approximately 51–52% across all ranks). Their treatment effect is a modest 10
percentage points.

Both types exhibit the rank-equalization pattern under AllToL, confirming that redis-
tribution creates consensus within groups. The aggregate treatment effect documented in
Section 4.1 is primarily driven by Type 1 participants, yet groups never fully accept replace-
ment, suggesting a form of general skepticism toward AI-driven displacement that redistri-
bution alone cannot overcome. We explore the attitudinal correlates of this heterogeneity in
the next sections.

4.4. Attitudes Toward AI

We measure general attitudes toward AI using the GAAIS (Schepman and Rodway,
2023), a validated 20-item scale. The scale includes 12 items measuring favorable attitudes
(e.g., perceived usefulness) and 8 items measuring concerns (e.g., perceived risks), all rated
on a 5-point Likert scale. The positive subscale has a mean of 2.5 and the negative subscale
a mean of 3.2, where higher values indicate more negative attitudes. Internal consistency is
satisfactory (α = 0.85 for the positive subscale, α = 0.78 for the negative subscale, α = 0.85

overall). We construct a composite AI aversion index by averaging all 20 items (after reverse-
coding negative items).

Table 1 reports logistic regressions of acceptance on the AI aversion index, rank dummies,
and their interactions, separately by treatment and AI efficiency. The main coefficient of
interest is AI Aversion. When the AI is efficient (a ≥ l), more negative attitudes toward AI
are associated with significantly lower acceptance in both treatments (AllToH: β̂ = −0.99,
p < .001; AllToL: β̂ = −0.62, p < .01). The rank interactions are not significant, indicating
that AI aversion affects all ranks similarly in each treatment. When the AI is inefficient
(a < l), the pattern is present in AllToH but not in AllToL.
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Table 1: Effect of AI Aversion on Acceptance

a ≥ l a < l

AllToH AllToL AllToH AllToL

Intercept 2.74*** 1.88** 0.91 −2.74

(0.45) (0.58) (0.66) (1.45)

AI Aversion −0.99*** −0.62** −0.99*** 0.07

(0.16) (0.20) (0.26) (0.49)

Low −1.57* −0.23 −1.40 −0.31

(0.65) (0.59) (1.10) (1.61)

Medium −1.27* −0.18 −1.93 −0.60*

(0.53) (0.15) (1.32) (0.29)

Low×AI Aversion 0.12 0.10 −0.03 0.06

(0.25) (0.22) (0.44) (0.58)

Medium×AI Aversion 0.18 0.08 0.51 0.22

(0.20) (0.07) (0.51) (0.13)

Observations 4605 4557 6891 6876

Note: The dependent variable is a dummy indicating whether replacing the low performing participant by an AI is accepted.
The independent variable AI Aversion is the GAAIS score. Low and Medium are dummies which take on value 1 for the low
and medium performance ranks, respectively. Low×AI Aversion and Medium×AI Aversion are the interactions between the
performance ranks and the GAAIS score. Standard errors are clustered on participant and state levels. Asterisks indicate
statistical significance: ∗ p < .05, ∗∗ p < .01, ∗∗∗ p < .001.

4.5. Individual Differences

We elicit political ideology (10-point ‘left–right’ scale), perceived income inequality in
Germany and support for a universal basic income as a measure to mitigate AI induced
income inequality. We explore the extent to which such factors can moderate treatment
differences in acceptance. All moderators are standardized for comparability. We focus on
the efficiency-relevant range (a ≥ l), where the treatment effect is substantive.

Table 2 reports logistic regressions of acceptance on the treatment dummy interacted
with each moderator.

Political ideology More right-leaning participants are significantly more likely to accept dis-
placement (β̂ = 0.38, p < .001), but the treatment effect of redistribution is significantly
weaker for them (interaction term: β̂ = −0.24, p = .001). In other words, left-leaning par-
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Table 2: Individual Differences as Moderators of Redistribution
Effect (a ≥ l)

(1) Ideology (2) Ineq. Perc. (3) AI-UBI

Intercept -0.62*** -0.61*** -0.63***

(0.07) (0.07) (0.07)

AllToL 0.79*** 0.79*** 0.81***

(0.08) (0.08) (0.08)

Political Ideology (right) 0.38***

(0.07)

Inequality Perception 0.26***

(0.06)

AI-UBI Support 0.38***

(0.06)

AllToL × Ideology -0.24**

(0.07)

AllToL × Ineq. Perc. -0.09

(0.08)

AllToL × AI-UBI -0.19*

(0.08)

Observations 10611 10611 10611

Note: Standard errors are clustered on participant and state levels. Asterisks indicate statistical significance: ∗ p < .05,
∗∗ p < .01, ∗∗∗ p < .001.
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ticipants respond more strongly to redistribution. This pattern is consistent with Magistro
et al. (2025), who document partisan divides in attitudes toward AI-driven labor market
change.

Inequality perceptions One might expect a similar pattern for participants who perceive
existing income inequality in Germany as too high compared to those who do not, but
this is not what we are finding. They are more likely to accept displacement (β̂ = 0.26,
p < .001), but the interaction with treatment is not significant (p = .248), suggesting that
the redistribution does not matter for their acceptance.

AI-UBI support Participants with higher AI-UBI support accept displacement at higher
rates (β̂ = 0.38, p < .001), but the negative interaction (β̂ = −0.19, p = .020) indicates
that their response to the AllToL treatment is weaker than that of participants with lower
AI-UBI support.

5. Conclusion

As AI increasingly takes over tasks that humans used to perform, the question of who
benefits and who loses from this transformation becomes politically pressing. Our experiment
shows that the answer depends critically on the redistribution rule. Redirecting the AI output
from the high performer to the displaced worker raises acceptance by 18 percentage points
when the AI is at least as productive as the worker it replaces. Perhaps more importantly,
redistribution eliminates the rank-based heterogeneity in acceptance that arises without it.
Without redistribution, acceptance is driven by self-interest, with high performers far more
supportive than those who stand to lose. With redistribution, acceptance converges to a
uniform level across all ranks, creating the broad-based support that may be necessary for
the political sustainability of AI adoption.

Decomposing the underlying motives reveals a perhaps surprising finding: acceptance
is driven by efficiency concerns and self-interest, not by fairness preferences. Neither Fehr–
Schmidt inequality aversion nor maximin preferences predict acceptance, despite the fact that
redistribution reduces inequality and improves the worst-off member’s outcome. Instead,
participants respond to whether replacement increases the total group payoff and their own
payoff. This pattern converges with evidence from other settings: vignette experiments show
that efficiency gains are the primary driver of public acceptance of automation (Magistro
et al., 2024, 2025), and laboratory experiments on algorithmic decision-making find that
self-interest and efficiency outweigh fairness ideals (Chugunova and Luhan, 2025).
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The null effect of inequality aversion is also consistent with research showing that performance-
based inequality is more readily accepted than luck-based inequality (Almås et al., 2024,
2025; Cochard and Flage, 2024): in our meritocratic setting, participants may perceive the
ranking as deserved, weakening fairness-based opposition.

The finite mixture model reveals that approximately 25% of participants are “redistribution-
responsive,” shifting from a low to high acceptance rate when the replaced worker is com-
pensated. The remaining 75% are “moderate acceptors” who remain “skeptical” regardless
of the redistribution regime. This persistent resistance may reflect the substantial implicit
cost that workers assign to replacement risk. Cattaneo et al. (2025) estimate that Swiss
workers are willing to forgo roughly 20% of their salary to reduce automation risk. General
AI aversion, as measured by the GAAIS, predicts lower acceptance throughout.

Our analysis of individual differences reveals that political ideology, inequality percep-
tions, and AI policy attitudes all predict acceptance, but interact differently with the re-
distribution treatment. Left-leaning participants respond more strongly to redistribution,
consistent with partisan divides in automation attitudes documented by Magistro et al.
(2025). The finding that AI-UBI support predicts higher baseline acceptance but a smaller
redistribution effect suggests that the AllToL treatment partially fulfills the compensatory
function that pro-redistribution participants already demand.

What do these findings imply for policy? As AI adoption accelerates, compensation
or retraining programs for displaced workers may serve not only as social insurance but
also as instruments for building public support for technological change. Importantly, such
programs need not appeal to fairness sentiments to be effective. The key mechanism is that
redistribution aligns self-interest with aggregate efficiency, making displacement acceptable
to those who would otherwise oppose it.

This interpretation complements evidence that institutional design, whether through re-
distribution rules (our study), pivotality structures (Klockmann et al., 2025), or delegation
frameworks (Köbis et al., 2025), is a critical determinant of whether AI adoption produces
equitable outcomes. The importance of designed institutions is reinforced by recent work on
social norms: while collective risks can shift norms toward cooperation over time (Szekely
et al., 2021), pre-existing norms may be inadequate in novel situations (Vriens and An-
drighetto, 2025), and stable new norms take time to form (Szekely et al., 2025). Redistribu-
tion rules may thus serve as institutional scaffolds while fairness norms around AI are still
developing.

However, our finding that three quarters of the participants remain “skeptical” even with
redistribution implies that compensation alone may be insufficient to secure universal sup-
port. This has a political dimension: González-Rostani (2024) shows that workers exposed
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to automation risk tend to disengage from political participation rather than mobilize for
protective policies.

Future research could extend this work in several directions: testing richer redistribu-
tion mechanisms (e.g., partial compensation), using field experiments with actual workers
facing automation, and exploring how the framing of AI-driven worker displacement (e.g.,
augmentation vs. substitution) affects acceptance. The interaction between political ideol-
ogy and redistribution acceptance deserves further study with ideologically diverse samples,
particularly given the emerging partisan divides around AI policy (Magistro et al., 2025).
Investigating the role of deliberation, information provision, and the human beneficiary be-
hind the machine (von Schenk et al., 2025) in shaping attitudes toward AI-driven labor
market changes offers other promising avenues. Experimental approaches that combine bar-
gaining with information asymmetry (Guerra et al., 2026) could be adapted to study how
information about AI capabilities affects negotiation outcomes between workers and firms.
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Appendix A. Appendix

Appendix A.1. Decision Scenarios

Table A.3: Summary of Decision Scenarios

Scenario / Rank High performer Medium performer Low performer

Balanced
7 5 3
8 5 2

High outlier
8 3 2
6 3 2

Low outlier
8 7 2
8 7 4

Note: Six decision scenarios (hypothetical performance profiles of the whole group) used in the experiment
besides the real one(s): (7, 5, 3), (8, 3, 2), (8, 7, 2) and (8, 5, 2), (6, 3, 2), (8, 7, 4). Half of the participants
were presented with the first set of three in their first treatment and the second set in their second treatment.
The other half had it the other way round. In each set, one scenario represents a rather balanced performance
profile while the other two represent skewed performance profiles with either the high or low performer as
the outlier.
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Appendix A.2. Descriptive Statistics

Table A.4: Descriptive Statistics

Variable Mean / % SD
Panel A: Demographics & questionnaire

Participants 207
Sessions 11
Age (years) 25.7 5.4

Range 19–62
Male (%) 36.2
Education: secondary (%) 59.9
Education: tertiary in progress (%) 33.3
Education: tertiary completed (%) 6.8
Avg. payment (EUR) 13.88
Treatment order: AllToH first 102
Treatment order: AllToL first 105
Political ideology (0=left, 10=right) 2.53 1.72
Perceived income inequality 1.65 0.89
AI will change jobs 2.22 0.81
AI threatens low-skill workers 2.03 0.99
Support for UBI due to AI 2.42 1.25
GAAIS positive subscale (α = 0.85) 2.47 0.63
GAAIS negative subscale (α = 0.78) 2.82 0.66

Panel B: Real-effort task performance (true state)
High performer score 7.38 1.05
Medium performer score 6.35 1.08
Low performer score 5.3 1.23

Note: Panel A reports demographics, questionnaire measures (5-point Lik-
ert scales unless noted), and GAAIS subscale statistics with Cronbach’s α.
Panel B reports image categorization scores (0–10) from the real-effort task.

24



Table A.6: Treatment Effect on Acceptance of AI Replace-
ment

(1) a < l (2) a ≥ l (3) a < l (4) a ≥ l

Intercept -2.28*** -0.61*** -1.74*** -0.01

(0.24) (0.07) (0.25) (0.09)

AllToL -0.39** 0.78*** -0.89*** 0.15

(0.13) (0.08) (0.17) (0.08)

Medium -0.62*** -0.75***

(0.12) (0.09)

Low -1.38*** -1.15***

(0.18) (0.12)

AllToL x Medium 0.60*** 0.80***

(0.14) (0.09)

AllToL x Low 1.25*** 1.20***

(0.22) (0.13)

Num.Obs. 15903 10611 15903 10611

Note: Logistic regressions of acceptance on treatment and type dummies. Standard errors are clustered on participant and
state levels. Asterisks indicate statistical significance: ∗ p < .05, ∗∗ p < .01, ∗∗∗ p < .001.

Appendix A.3. AI Displacement Acceptance

Table A.5: Acceptance of Worker Displacement per Treatment

Treatment AI versus human efficiency
a ≥ l a < l

Overall Rank Overall Rank
Low Medium High Low Medium High

AllToH
0.37 0.25 0.33 0.52 0.08 0.04 0.07 0.13

(0.02) (0.02) (0.03) (0.03) (0.01) (0.01) (0.01) (0.02)

AllToL
0.55 0.56 0.54 0.54 0.05 0.05 0.06 0.06

(0.02) (0.02) (0.02) (0.02) (0.01) (0.01) (0.01) (0.01)

Note: Average acceptance of replacing the low performer by AI, by treatment and rank. a denotes AI performance,
l denotes low performer’s score. Standard errors in parentheses, clustered at both the participant and the decision
scenario levels.
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Figure A.5: Cumulative distribution of switching points for each scenario in AllToH

Note: The dotted line is for the low performer, the dashed line for the medium performer, and the solid line for the high
performer.
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Figure A.6: Cumulative distribution of switching points for each scenario in AllToL

Note: The dotted line is for the low performer, the dashed line for the medium performer, and the solid line for the high
performer.
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Figure A.7: Never Accepting Frequency for each scenario in AllToH

Note: Bars show the average frequency of choosing “never accept” (rejection at any AI performance level). Error bars represent
95% confidence intervals, clustered at both the participant and the decision scenario levels.
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Figure A.8: Never Accepting Frequency for each scenario in AllToL

Note: Bars show the average frequency of choosing “never accept” (rejection at any AI performance level). Error bars represent
95% confidence intervals, clustered at both the participant and the decision scenario levels.

Appendix A.4. Order Effects

Because treatments are administered within-subject, the order in which participants ex-
perience them could affect decisions. We test for order effects by including a treatment–order
interaction in the logistic regression of acceptance on the treatment dummy. For efficient
AI (a ≥ l), the interaction is significant (p < .001): the average marginal effect of AllToL

is larger when AllToH is experienced first (24.7 percentage points, p < .001) than when
AllToL comes first (13.5 percentage points, p < .001). Crucially, the treatment effect
remains significant and positive in both orderings. For inefficient AI (a < l), the treatment–
order interaction is not significant (p = .375), consistent with near-zero acceptance in both
treatments regardless of order.
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Table A.7: Order Effects

a ≥ l a < l

Intercept -0.645*** -2.404***

(0.110) (0.291)

AllToL 1.015*** -0.275*

(0.115) (0.148)

Order (AllToL first) 0.074 0.244

(0.148) (0.241)

AllToL × Order -0.459*** -0.230

(0.130) (0.260)

Num.Obs. 10611 15903

Note: Logistic regressions of acceptance on treatment and order dummies. The order dummy takes on value 1 when the
treatment AllToL. Standard errors are clustered on participant and state levels. Asterisks indicate statistical significance:
∗ p < .05, ∗∗ p < .01, ∗∗∗ p < .001.

Appendix A.5. Finite Mixture Model for Behavioral Types

This section provides a detailed description of the finite mixture model used to classify
participants into behavioral types (Section 4.3).

Motivation

The strategy method yields a rich decision profile for each participant: across the two
treatments and three ranks, participants reveal how their acceptance varies with the dis-
tributional consequences of displacement. While the aggregate results in Sections 4.1–4.2
characterize average behavior, they may mask substantial heterogeneity. Some participants
may accept displacement readily regardless of the redistribution rule, while others may be
consistently opposed. A finite mixture model provides a principled, data-driven method
for identifying such latent types without imposing the number or nature of types a priori
(Leisch, 2004).

Step 1: Constructing Participant-Level Acceptance Profiles

We restrict the analysis to decisions where the AI is at least as productive as the low per-
former (a ≥ l), since acceptance rates when a < l are near zero for virtually all participants,
leaving no variation to distinguish types.
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For each participant i, we compute the mean acceptance rate within each of the six
treatment–rank conditions:

ȳi,t,r =
1

|Ai,t,r|
∑

a∈Ai,t,r

yi,t,r,a, t ∈ {AllToH,AllToL}, r ∈ {H,M,L},

where yi,t,r,a ∈ {0, 1} is participant i’s binary acceptance decision for AI performance level a
in treatment t and rank r, and Ai,t,r is the set of AI performance levels satisfying a ≥ l for
that set-up across all scenarios. This yields a six-dimensional profile vector

pi = (ȳi,AllToH,H , ȳi,AllToH,M , ȳi,AllToH,L, ȳi,AllToL,H , ȳi,AllToL,M , ȳi,AllToL,L)

for each of the 207 participants.
Because the strategy method elicits a switching point for each scenario and the number

of AI performance levels satisfying a ≥ l depends on the scenario-specific values of m and
l, the number of binary acceptance decisions underlying each mean ȳi,t,r varies. Across
participants and conditions, each of the six treatment–rank cells is based on a median of 8
binary decisions (mean 8.5, range 7–12), summing over the four scenarios. In total, each
participant contributes approximately 51 binary decisions (median) to the six-dimensional
profile.

Step 2: Gaussian Finite Mixture Model

We model the acceptance profiles as arising from a mixture of K latent types. The
profile data are reshaped into a long format with 207× 6 = 1,242 observations (one row per
participant–condition pair). We then fit a Gaussian finite mixture model:

f(ȳi,c | θ) =
K∑
k=1

πk ϕ(ȳi,c | µk, σ
2
k), (A.1)

where ȳi,c is participant i’s mean acceptance rate in condition c, πk is the mixing proportion
for type k (with

∑
k πk = 1 and πk > 0), and ϕ(· | µk, σ

2
k) is the Gaussian density with

type-specific mean µk and variance σ2
k. The model is estimated using the flexmix package

in R (Leisch, 2004), which implements the Expectation-Maximization (EM) algorithm.
Specifically, we specify the regression model as accept_rate ∼ c with FLXMRglm(family

= "gaussian"), so each component k estimates an intercept µk (the type’s mean acceptance
level) and a residual standard deviation σk. The model thus clusters participants by their
overall acceptance level across conditions, with the type membership then revealing whether
the treatment–rank profiles differ systematically between types.
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Step 3: Model Selection

We estimate models for K ∈ {2, 3, ..., 9, 10} components. Because the EM algorithm
is sensitive to starting values, we run 1000 random initializations for each K and retain
the solution with the highest log-likelihood. We select K using the Bayesian Information
Criterion (BIC):

BIC = −2 ln L̂+ p lnn,

where L̂ is the maximized likelihood, p is the number of free parameters (3K−1 for K means,
K variances, and K − 1 mixing proportions), and n = 1,242 is the number of observations.

Table A.8 reports the results. The elbow method suggests K = 2; additional components
change the BIC less than between 2 and 3, indicating that the two-type model provides the
best trade-off between fit and parsimony. The results are similar if we choose K = 3.

Table A.8: Model Comparison for Behavioral Type Classification

K BIC AIC Log-likelihood
2 −20,825.9 −20,902.8 10,466.4
3 −27,280.6 −27,398.5 13,722.2
4 −30,899.9 −31,058.7 15,560.4
5 −34,191.6 −34,391.5 17,234.7
6 −34,465.7 −34,706.6 17,400.3
7 −34,672.6 −34,954.5 17,532.2
8 −36,400.0 −36,722.8 18,424.4
9 −36,439.5 −36,721.3 18,415.7
10 −37,330.7 −37,612.5 18,861.3

Note: Gaussian finite mixture models estimated on participant-
level acceptance profiles (a ≥ l). Each model uses 1000 random
starts; the best log-likelihood is reported.

Step 4: Type Assignment

Given the estimated K = 2 model, we compute the posterior probability that each
observation (participant–condition pair) belongs to each type:

τ̂i,c,k =
π̂k ϕ(ȳi,c | µ̂k, σ̂

2
k)∑K

j=1 π̂j ϕ(ȳi,c | µ̂j, σ̂2
j )
.

To assign each participant to a single type, we use a two-step procedure: (i) for each ob-
servation, assign it to the type with the highest posterior probability; (ii) for each partic-
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ipant, assign them to the type that receives the majority of their six observations (modal
assignment). This yields n1 = 52 participants (25.1%) assigned to Type 1 and n2 = 155

participants (74.9%) assigned to Type 2.

Step 5: Characterization of Types

The two types differ substantially in their mixing proportions and mean acceptance levels.
Crucially, the behavioral distinction between types becomes apparent when we examine their
acceptance profiles disaggregated by treatment and rank, as reported in Table A.9.

Table A.9: Acceptance Profiles by Behavioral Type (a ≥ l)

Type Treatment High Medium Low

Type 1: Redistribution-responsive (n = 52)
AllToH 0.27 0.15 0.07
AllToL 0.62 0.65 0.64

Type 2: Moderate acceptors (n = 155)
AllToH 0.58 0.38 0.30
AllToL 0.51 0.51 0.52

Note: Mean acceptance rates by treatment and rank for each behavioral type,
conditional on a ≥ l. Type assignment based on averaged posterior probabili-
ties from the K = 2 Gaussian mixture model.

The profiles reveal qualitatively distinct behavioral patterns:

• Type 1 (“Redistribution-responsive”): Under AllToH, these participants display
a rank gradient consistent with self-interest (high: 27%, medium: 15%, low: 7%).
Under AllToL, their acceptance rises substantially and equalizes across ranks (62–
65%), producing a treatment effect of approximately 47 percentage points. This group
drives the aggregate treatment effect documented in Section 4.1.

• Type 2 (“Moderate acceptors”): Under AllToH, these participants show a rank
gradient at moderate levels (high: 58%, medium: 38%, low: 30%). Under AllToL,
acceptance changes only modestly, settling at approximately 51–52% across ranks.
Their treatment effect is a modest 10 percentage points. These participants accept
displacement at moderate rates regardless of the redistribution rule.

Both types exhibit the rank-equalization effect of redistribution (the within-treatment rank
gradient shrinks or vanishes under AllToL), but they differ in the level at which acceptance
equilibrates. This heterogeneity explains why the aggregate treatment effect, while substan-
tial, does not push overall acceptance much above 55%: the large majority of participants
(75%) remain only moderately responsive to redistribution.
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Participant instructions for both treatment orders (treatment one), translated
from German

Instructions

Overview

Welcome to the experiment. We would like to ask you not to speak to other participants
as well as to turn off your mobile phones and other mobile electronic devices during the
course of the experiment.

For participating in today’s session, you will be paid in cash at the end of the experi-
ment. The payment amount depends partly on your decisions and partly on the decisions
of other participants. Therefore, it is important that you carefully read and understand the
instructions before the experiment begins.

In this experiment, all interaction between participants takes place via the computers you
are sitting in front of. You will interact anonymously with each other, and your decisions
will only be stored along with your randomly generated ID number. Neither your name nor
the names of other participants will be disclosed, neither today nor in any future written
analyses.

Today’s session consists of two parts, each comprised of several decisions. All amounts
displayed in the experiment are in Euro.

In the end, one decision will be selected and paid out. Decisions that are not
selected will not be paid out. You will also receive a fixed payment of 7 Euros.

Each participant will be paid privately at the payment counter, so that other participants
cannot see how much you have earned.

Experiment

Both parts of the experiment are very similar, and we will only describe the first part in
these instructions. The second part will be explained once the first part is finished. Your
decisions in the first part have no effect on the second part.

At the beginning of each part, the participants of the today’s session will be randomly
divided into groups of three. All decisions affect only the members of the group of three and
have no impact on other groups.

The group compositions remain anonymous, meaning neither you nor the other two
members will know the identity of the other members during or after the experiment.

Part 1: First Section

In the first section of this part, each group member must categorize 10 images. You will
be asked whether or not the person portrayed in an image is over 30 years old.
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Each group member must categorize the same images as you.
An artificial intelligence (AI) has categorized the same images as you and the other group

members. Like you, the AI only saw the images and had no access to any further information.

Part 1: Second Section

In the second section of this part, you must make 12 decisions. Each decision has to do
with the performance of the group members as far as categorizing the images. The decisions
have the following structure.

Based on the performance in the first section (number of correctly categorized images),
the group members are assigned roles. One member is assigned the role of the "best,"
another the "medium," and the other the "worst". If two or more members have correctly
categorized the same number of images, the corresponding roles are assigned randomly.

You are to decide whether or not the member with the “worst” performance
should be replaced by an AI.

If the “worst” member is not replaced by an AI, each group member receives a pay-
ment based on their own performance in the first section: payment = number of correctly
categorized images.
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{AllToH} {AllToL}
If the “worst“ member is replaced by an
AI, then the “best“ member receives an
additional payment based on the AI’s
performance in addition to the payment
based on their own performance. This ad-
ditional payment corresponds to the AI’s
performance but is capped at the medium
member’s performance minus 1: payment
= number of correctly categorized im-
ages by oneself + (number of correctly
categorized images by the AI or num-
ber of correctly categorized images by the
“medium“ member minus 1 in case the
AI’s performance > medium member’s
performance minus 1). The “worst“ mem-
ber receives no payment whatsoever. The
“medium“ member still receives a pay-
ment based on their own performance. If
the medium member’s performance is one
or zero, the “worst“ member cannot be re-
placed by the AI.

If the “worst“ member is replaced by an
AI, then this member receives a payment
based on the AI’s performance instead
of their own performance. This payment
corresponds to the AI’s performance but
is capped at the medium member’s per-
formance minus 1: payment = number of
correctly categorized images by the AI or
number of correctly categorized images by
the medium member minus 1 in case the
AI’s performance > medium member’s
performance minus 1. The “best“ and
“medium“ members still receive a pay-
ment based on their own performance. If
the medium member’s performance is one
or zero, the “worst“ member cannot be re-
placed by the AI.

Each group member decides on the minimum AI performance level at which they would
replace the “worst“ member. That is, if the AI’s performance is lower than the required
minimum, then the “worst“ member is not to be replaced. If the AI’s performance is equal
to or higher than the required minimum, then the “worst“ member is to be replaced.

Each group member can also decide that the “worst“ member is never to be replaced by
the AI.

Each decision has a one-third chance (i.e., in 1 out of 3 cases) to determine the final
outcome.

There are no right or wrong answers; this is solely a matter of personal preferences and
assessments.

Since there are three roles, you make three decisions – each in one of the three roles.

{Interactive Example: before participant input}
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{Interactive Example: participant input in AllToH}

37



{Interactive Example: participant input in AllToL}
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You make the decisions as follows.
First, you take on the role of the {"best" / "worst": half of the participants saw the

former, the other saw the latter} member. You will be presented with 4 different situations
illustrating the potential performance of all group members. One of the 4 situations shows
the actual performance of the group members, but you will not be told which one.

Then you decide in the role of the “medium” member. Again, for these 4 different
situations.

Finally, you decide in the role of the {“worst” / “best” member: half of the participants
saw the former, the other saw the latter} member. Again, for these 4 different situations.

This concludes part one of the experiment and part two begins.

Part 2

Part two of the experiment follows the procedure of part one (10 images to be categorized
and then 3 roles each in 4 situations). However, there is one change.

We will explain the change after part one ends and before part two begins.
At the beginning of part two, the participants of today’s session will again be randomly

divided into groups of three.
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At the end of the experiment, the payoff relevant part will be selected randomly. From
this part, the decisions pertaining to the real situation that represents the actual performance
of all group members as well as the AI performace, if applicable, will be used to determine
the payoffs for all group members.

We also kindly ask you to fill out a questionnaire in the end.

Participant instructions for both treatment orders (treatment two), translated
from German

Part two of the experiment is about to begin.
This part differs from part one as follows:

{AllToL} {AllToH}
⇒ If the “worst“ member is replaced by
an AI, then this member receives a pay-
ment based on the AI’s performance in-
stead of their own performance. This
payment corresponds to the AI’s perfor-
mance but is capped at the medium mem-
ber’s performance minus 1: payment =
number of correctly categorized images
by the AI or number of correctly cate-
gorized images by the medium member
minus 1 in case the AI’s performance >

medium member’s performance minus 1.
The “best“ and “medium“ members still
receive a payment based on their own per-
formance. If the medium member’s per-
formance is one or zero, the “worst“ mem-
ber cannot be replaced by the AI.

⇒ If the “worst“ member is replaced by
an AI, then the “best“ member receives
an additional payment based on the AI’s
performance in addition to the payment
based on their own performance. This ad-
ditional payment corresponds to the AI’s
performance but is capped at the medium
member’s performance minus 1: payment
= number of correctly categorized im-
ages by oneself + (number of correctly
categorized images by the AI or num-
ber of correctly categorized images by the
“medium“ member minus 1 in case the
AI’s performance > medium member’s
performance minus 1). The “worst“ mem-
ber receives no payment whatsoever. The
“medium“ member still receives a pay-
ment based on their own performance. If
the medium member’s performance is one
or zero, the “worst“ member cannot be re-
placed by the AI.

At the beginning of part two, the participants are again randomly divided into groups of
three.

Otherwise, part two follows the same procedure as part one.

40



The first section of part two is about to begin.
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Control questions (with answers, translated from German) for both treatment
orders, first answer is correct, answer order randomized across the participants

Quiz

Before the experiment starts, we kindly ask you to answer the following questions.
Note: All questions refer to part one of the experiment.

1. How many decisions do you make for the same situation?

• Three: One decision from the perspective of each role: “best”, “medium”, “worst” mem-
ber

• One

• Twelve

2. How is it determined whether or not the “worst” member will be replaced?

• Each role has a one-third chance (i.e., in 1 out of 3 cases) of determining this.

• The "best" member determines this.

• The role that chooses the lowest minimum AI performance, for which she would replace
the "worst" member, determines this.

3. What does the slider value (or "Never") mean for a specific decision?

• Minimum AI performance for which you would replace the "worst" member.

• Minimum AI performance for which you would replace the "medium" member.

• Minimum AI performance for which you would replace the "best" member.

4. Suppose all group members choose 5 as the slider value in a given situation and the AI’s
actual performance is 4. What is the consequence of this?

• The "worst" member will not be replaced.

• The "worst" member will be replaced.

• The "worst" member will be replaced with a one-third chance (i.e., in 1 out of 3 cases).
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Participant decision screens, examples, translated from German

1. Real-effort task

2. Replacement decision
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Questionnaire, translated from German

1. GAAIS

Each of the questions below has the following answers:

• Strongly agree

• Somewhat agree

• Neither agree nor disagree

• Somewhat disagree

• Strongly disagree

The questions:

1. I am interested in using artificial intelligence in my everyday life.

2. Artificial intelligence is exciting.

3. Most of our society will benefit from artificial intelligence.

4. I find artificial intelligence unsettling.

5. I think artificial intelligence is dangerous.

6. I shudder with unease when I think about the future use of artificial intelligence.

7. For routine tasks, I would prefer to interact with artificial intelligence rather than a
human.

8. Artificial intelligence opens up new economic opportunities for Germany.

9. Organizations use artificial intelligence unethically.

10. Artificial intelligence can help people be happier.

11. I am impressed by what artificial intelligence can do.

12. I think artificial intelligence makes many mistakes.

13. Artificial intelligence could gain control over people.

14. Artificial intelligence can have a positive impact on the well-being of other people.

15. We would be very pleased if you would select "Strongly agree" here.

16. Artificial intelligence would be better than the average employee at routine tasks.

17. There are many applications where artificial intelligence would be very useful.

18. Artificial intelligence can perform many tasks better than a human.

19. I would like to use artificial intelligence in my work.

20. People like me will suffer from the increased use of artificial intelligence.

21. Artificial intelligence is being used to spy on people.
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2. Our own questions: AI

In your opinion, will AI change the income distribution in Germany?

AI will...

• make the income distribution significantly more equal.

• rather make the income distribution more equal.

• leave the income distribution unchanged.

• rather make the income distribution more unequal.

• make the income distribution significantly more unequal.

To mitigate the effects of AI on the labor market, the federal government should introduce
unconditional basic income for everyone.

• Strongly agree

• Somewhat agree

• Neither agree nor disagree

• Somewhat disagree

• Strongly disagree

To mitigate the effects of AI on the labor market, the federal government should introduce
targeted financial assistance for those affected.

• Strongly agree

• Somewhat agree

• Neither agree nor disagree

• Somewhat disagree

• Strongly disagree

Which of the two measures to mitigate the effects of AI on the labor market should the
federal government introduce?
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• Unconditional basic income for everyone

• Targeted financial assistance for those affected

• Neither

3. Our own questions: Income

Please tell us how you rate the following statements.

Income inequality in Germany is too high.

• Strongly agree

• Somewhat agree

• Neither agree nor disagree

• Somewhat disagree

• Strongly disagree

It is the state’s responsibility to reduce the income gap between high-income and low-
income people.

• Strongly agree

• Somewhat agree

• Neither agree nor disagree

• Somewhat disagree

• Strongly disagree

Which of these population groups do you consider yourself to belong to?

• Lower class

• Working class

• Lower middle class

• Middle class

• Upper middle class

• Upper class

• I’d rather not say
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4. Political affiliation etc.

Please answer the following questions.

Many people use the terms "left" and "right" to describe different political views. Here
we have a scale that runs from left to right.

Thinking about your own political views, where would you place them on this scale?
Left ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ Right

Let’s now talk about the political parties in Germany. What is your general opinion of
the individual parties?

Imagine a thermometer that only ranges from +5 to −5, with a zero point in between.
+5 means you think very highly of the party; −5 means you think very little of the party.

The values in between allow you to modulate your opinion.
{The following parties were considered (order randomized across the participants): CDU/CSU,

SPD, AfD, FDP, Grüne, Linke. The answers were measured in 1-degree increments. There
was also an ‘abstain’ option labeled as ‘I am not familiar with this party’.}

Which party would you vote for if there was a federal election next Sunday?
{The following parties were considered (order randomized across the participants): CDU/CSU,

SPD, AfD, FDP, Grüne, Linke. In addition, the following options were provided: “Other”,
“Would not vote”, “ I’d rather not say”.}
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Participant instructions for both treatment orders (treatment one)

Instruktionen

Überblick

Willkommen zu diesem Experiment. Wir bitten Sie, während des Experiments nicht mit
anderen Teilnehmenden zu sprechen und Ihre Mobiltelefone und anderen mobilen elektron-
ischen Geräte auszuschalten.

Für die Teilnahme an der heutigen Session werden Sie am Ende des Experiments in bar
bezahlt. Die Höhe der Auszahlung hängt zum Teil von Ihren Entscheidungen und zum Teil
von den Entscheidungen anderer Teilnehmender ab. Es ist daher wichtig, dass Sie vor Beginn
des Experiments die Instruktionen sorgfältig durchlesen und verstehen.

In diesem Experiment läuft jede Interaktion zwischen den Teilnehmenden über die Com-
puter, vor denen Sie sitzen. Sie werden anonym miteinander interagieren und ihre Entschei-
dungen werden lediglich zusammen mit Ihrer zufälligen ID Nummer gespeichert. Weder Ihr
Name, noch die Namen anderer Teilnehmenden werden bekannt gegeben, weder heute noch
in zukünftigen schriftlichen Auswertungen.

Die heutige Session beinhaltet zwei Teile, wobei beide Teile aus jeweils mehreren Entschei-
dungen bestehen. Alle Beträge, die im Experiment angezeigt werden, sind Eurobeträge.

Am Ende wird eine Entscheidung ausgewählt und ausbezahlt. Die nicht aus-
gewählten Entscheidungen werden nicht ausbezahlt. Zusätzlich erhalten Sie einen
Fixbeitrag von 7 Euro.

Jede/Jeder Teilnehmende wird privat am Auszahlungsschalter ausbezahlt, so dass andere
Teilnehmende nicht sehen können, wie viel Sie verdient haben.

Experiment

Beide Teile des Experiments sind sehr ähnlich und wir beschreiben in den Instruktionen
zunächst nur den ersten Teil. Der zweite Teil wird erklärt, sobald der erste Teil endet. Ihre
Entscheidungen im ersten Teil haben keine Auswirkungen auf den zweiten Teil.

Zu Beginn eines Teils werden die Teilnehmenden an der heutigen Session zufällig in
Gruppen mit je drei Mitgliedern aufgeteilt. Alle Entscheidungen betreffen nur die Mitglieder
der Dreiergruppe und haben keinen Einfluss auf andere Gruppen.

Mit wem Sie in einer Gruppe sind, bleibt anonym, das heisst weder Sie noch die anderen
beiden Mitglieder erfahren während oder nach dem Experiment die Identität der anderen
Mitglieder.
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1. Teil: Erster Abschnitt

Im ersten Abschnitt des Teils muss jedes Gruppenmitglied 10 Bilder kategorisieren. Sie
werden gefragt, ob die Person, die auf einem Bild dargestellt wird, über 30 Jahre alt ist oder
nicht.

Jedes Gruppenmitglied muss dieselben Bilder wie Sie kategorisieren.
Eine Künstliche Intelligenz (KI) hat dieselben Bilder wie Sie und die anderen Grup-

penmitglieder kategorisiert. Wie Sie, sah die KI nur die Bilder und hatte keine weiteren
Informationen.

1. Teil: Zweiter Abschnitt

Im zweiten Abschnitt des Teils, müssen Sie 12 Entscheidungen treffen. Jede Entscheidung
betrifft die Leistung in Bezug auf die richtige Kategorisierung der Bilder der Gruppenmit-
glieder. Die Entscheidungen haben die folgende Struktur.

Basierend auf der Leistung im ersten Abschnitt (Anzahl korrekt kategorisierter Bilder)
werden den Gruppenmitgliedern Rollen zugeteilt. Ein Mitglied erhält die Rolle als “bestes”,
ein anderes als “mittleres” und eines als “schlechtestes” Mitglied. Haben zwei oder mehrere
Mitglieder die gleiche Anzahl an Bilder korrekt kategorisiert, werden die entsprechenden
Rollen zufällig zugeteilt.

Sie entschieden, ob das Mitglied mit der “schlechtesten” Leistung durch eine
KI ersetzt werden soll oder nicht.

Wenn das “schlechteste” Mitglied nicht durch eine KI ersetzt wird, dann erhält jedes
Gruppenmitglied eine Auszahlung basierend auf der eigenen Leistung im ersten Abschnitt:
Auszahlung = Anzahl korrekt kategorisierter Bilder.
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{ AllToH } { AllToL }
Wenn das “schlechteste” Mitglied durch
eine KI ersetzt wird, dann erhält
das “beste” Mitglied zusätzlich zur
Auszahlung basierend auf der eigenen
Leistung eine Auszahlung basierend auf
der Leistung der KI. Diese zusätzliche
Auszahlung entspricht der Leistung
der KI, beträgt aber maximal die Leis-
tung des mittleren Mitglieds minus 1:
Auszahlung = Anzahl selbst korrekt
kategorisierter Bilder + (Anzahl von
KI korrekt kategorisierter Bilder oder
Anzahl vom "mittleren" Mitglied korrekt
kategorisierter Bilder minus 1, falls Leis-
tung KI > Leistung mittleres Mitglied
minus 1). Das “schlechteste” Mitglied
bekommt dagegen gar keine Auszahlung.
Das "mittlere" Mitglied bekommt auch
in diesem Fall eine Auszahlung basierend
auf der eigenen Leistung. Falls die
Leistung des "mittleres" Mitglieds eins
oder null beträgt, kann das "schlecht-
este" Mitglied nicht durch die KI ersetzt
werden.

Wenn das “schlechteste” Mitglied durch
eine KI ersetzt wird, dann erhält dieses
Mitglied eine Auszahlung basierend auf
der Leistung der KI anstelle der eigenen
Leistung. Diese Auszahlung entspricht
der Leistung der KI, beträgt aber max-
imal die Leistung des "mittleren" Mit-
glieds minus 1: Auszahlung = Anzahl von
KI korrekt kategorisierter Bilder oder
Anzahl vom mittleren Mitglied korrekt
kategorisierter Bilder minus 1, falls Leis-
tung KI > Leistung mittleres Mitglied
minus 1. Das "beste" und das "mit-
tlere" Mitglied erhalten auch in diesem
Fall eine Auszahlung basierend auf der
eigenen Leistung. Falls die Leistung des
"mittleres" Mitglieds eins oder null be-
trägt, kann das "schlechteste" Mitglied
nicht durch die KI ersetzt werden.

Jedes Gruppenmitglied entscheidet über die minimale Leistung der KI für die Sie das
“schlechteste” Mitglied ersetzen würde. Das heißt, wenn die Leistung der KI schlechter
als die geforderte minimale Leistung ist, dann soll das “schlechteste” Mitglied nicht ersetzt
werden. Wenn die Leistung der KI gleich oder höher als die geforderte minimale Leistung
ist, dann soll das “schlechteste” Mitglied ersetzt werden.

Jedes Gruppenmitglied kann auch entscheiden, dass das “schlechteste” Mitglied nie durch
die KI ersetzt werden soll.

Jede Entscheidung hat eine ein Drittel Wahrscheinlichkeit (d.h. in 1 von 3 Fällen), das
Endergebnis zu bestimmen.

Es gibt keine richtigen und falschen Antworten, es geht hier ausschließlich um persönliche
Präferenzen und Einschätzungen.
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Da es drei Rollen gibt, treffen Sie drei Entscheidungen - jeweils in einer der drei Rollen.

{Interactive Example: before participant input}

{Interactive Example: participant input in AllToH}
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{Interactive Example: participant input in AllToL}
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Sie treffen die Entscheidungen wie folgt.
Zuerst entscheiden Sie in der Rolle des {“besten” / “schlechtesten” : half of the partici-

pants saw former, the other saw latter} Mitglieds. Ihnen werden 4 verschiedene Situationen
für die möglichen Leistungen aller Gruppenmitglieder präsentiert. Eine der 4 Situationen
zeigt die tatsächlichen Leistungen der Gruppenmitglieder, aber es wird Ihnen nicht gesagt,
welche es ist.

Danach entscheiden Sie in der Rolle des “mittleren” Mitglieds. Wieder für diese 4 ver-
schiedenen Situationen.

Zuletzt entscheiden Sie in der Rolle des {“schlechtesten” / “besten”: half of the par-
ticipants saw former, the other saw latter} Mitglieds. Wieder für diese 4 verschiedenen
Situationen.

Danach endet der erste Teil des Experiments und der zweite Teil beginnt.
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2. Teil

Der zweite Teil des Experiments folgt dem Ablauf des ersten Teils (10 zu kategorisierende
Bilder und dann je 3 Rollen in 4 Situationen). Es gibt jedoch eine Änderung.

Die Änderung erklären wir nachdem der erste Teil endet, aber bevor der zweite Teil
startet.

Zu Beginn des zweiten Teils werden die Teilnehmenden an der heutigen Session wieder
zufällig in Gruppen mit je drei Mitgliedern aufgeteilt.

Am Ende des Experiments wird ein Teil zufällig ausgewählt, der für die Auszahlung
relevant ist. In diesem Teil werden die Entscheidungen aus der wahren Situation und
entsprechend den tatsächlichen Leistungen aller Gruppenmitglieder und gegebenenfalls der
KI verwendet, um die Auszahlungen für alle Gruppenmitglieder zu bestimmen.

Am Ende bitten wir Sie noch einen Fragebogen auszufüllen.

Participant instructions for both treatment orders [treatment two]

Es startet nun der 2. Teil des Experiments.
Dieser Teil unterscheidet sich vom 1. Teil wie folgt:
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{ AllToL } { AllToH }
⇒ Wenn das “schlechteste” Mitglied
durch eine KI ersetzt wird, dann erhält
dieses Mitglied eine Auszahlung basierend
auf der Leistung der KI anstelle der
eigenen Leistung. Diese Auszahlung
entspricht der Leistung der KI, beträgt
aber maximal die Leistung des "mit-
tleren" Mitglieds minus 1: Auszahlung
= Anzahl von KI korrekt kategorisierter
Bilder oder Anzahl vom mittleren Mit-
glied korrekt kategorisierter Bilder mi-
nus 1, falls Leistung KI > Leistung mit-
tleres Mitglied minus 1. Das "beste" und
das "mittlere" Mitglied erhalten auch in
diesem Fall eine Auszahlung basierend auf
der eigenen Leistung. Falls die Leistung
des "mittleres" Mitglieds eins oder null
beträgt, kann das "schlechteste" Mitglied
nicht durch die KI ersetzt werden.

⇒ Wenn das “schlechteste” Mitglied
durch eine KI ersetzt wird, dann er-
hält das “beste” Mitglied zusätzlich zur
Auszahlung basierend auf der eigenen
Leistung eine Auszahlung basierend auf
der Leistung der KI. Diese zusätzliche
Auszahlung entspricht der Leistung der
KI, beträgt aber maximal die Leis-
tung des mittleren Mitglieds minus 1:
Auszahlung = Anzahl selbst korrekt kat-
egorisierter Bilder + (Anzahl von KI ko-
rrekt kategorisierter Bilder oder Anzahl
vom "mittleren" Mitglied korrekt kate-
gorisierter Bilder minus 1, falls Leistung
KI > Leistung mittleres Mitglied minus
1). Das “schlechteste” Mitglied bekommt
dagegen gar keine Auszahlung. Das "mit-
tlere" Mitglied bekommt auch in diesem
Fall eine Auszahlung basierend auf der
eigenen Leistung. Falls die Leistung des
"mittleres" Mitglieds eins oder null be-
trägt, kann das "schlechteste" Mitglied
nicht durch die KI ersetzt werden.

Zu Beginn des zweiten Teils werden die Teilnehmenden wieder zufällig in Gruppen mit
je drei Mitgliedern aufgeteilt.

Sonst folgt der 2. Teil dem Ablauf des 1. Teils.
Es startet nun der erste Abschnitt des 2. Teils.
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Control questions (with answers) for both treatment orders, first answer is cor-
rect, answer order randomized across the participants

Quiz

Bevor das Experiment startet, bitten wir Sie noch die folgenden Fragen zu beantworten.
Hinweis: Alle Fragen beziehen sich auf den ersten Teil des Experiments.

1. Wie viele Entscheidungen treffen Sie für ein und dieselbe Situation?

• Drei: eine Entscheidung aus der Sicht jeder Rolle: “bestes”, “mittleres”, “schlechtestes”
Mitglied

• Eine

• Zwölf

2. Wie wird bestimmt, ob das “schlechteste” Mitglied ersetzt wird oder nicht?

• Jede Rolle hat eine ein Drittel Wahrscheinlichkeit (d.h. in 1 von 3 Fällen), das zu
bestimmen.

• Das “beste” Mitglied bestimmt.

• Die Rolle, die die niedrigste minimale Leistung der KI, für die Sie das “schlechteste”
Mitglied ersetzen würde, bestimmt.

3. Was bedeutet der Sliderwert (oder "Nie") bei einer bestimmten Entscheidung?

• Minimale Leistung der KI, für die Sie das “schlechteste” Mitglied ersetzen würden.

• Minimale Leistung der KI, für die Sie das “mittlere” Mitglied ersetzen würden.

• Minimale Leistung der KI, für die Sie das “beste” Mitglied ersetzen würden.

4. Angenommen alle Gruppenmitglieder wählen in einer bestimmten Situation 5 als Slider-
wert und die tatsächliche Leistung der KI ist 4. Was ist die Konsequenz daraus?

• Das “schlechteste” Mitglied wird nicht ersetzt.

• Das “schlechteste” Mitglied wird ersetzt.

• Das “schlechteste” Mitglied wird mit einer ein Drittel Wahrscheinlichkeit (d.h. in 1 von
3 Fällen) ersetzt.
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Participant decision screens, examples

1. Real-effort task

2. Replacement decision
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Questionnaire

1. GAAIS

Each of the questions below has the following answers:

• Stimme voll und ganz zu

• Stimme eher zu

• Teils-teils

• Stimme eher nicht zu

• Stimme überhaupt nicht zu

The questions:

1. Ich habe Interesse daran, künstliche Intelligenz in meinem Alltag zu benutzen.

2. Künstliche Intelligenz ist aufregend.

3. Der Großteil unserer Gesellschaft wird von künstlicher Intelligenz profitieren.

4. Ich finde künstliche Intelligenz unheimlich.

5. Ich denke, künstliche Intelligenz ist gefährlich.

6. Ich schaudere vor Unbehagen, wenn ich an die zukünftige Nutzung künstlicher Intelli-
genz denke.

7. Bei Routinetätigkeiten würde ich lieber mit künstlicher Intelligenz als mit einem Men-
schen interagieren.

8. Künstliche Intelligenz eröffnet neue wirtschaftliche Möglichkeiten für Deutschland.

9. Organisationen nutzen künstliche Intelligenz auf unethische Weise.

10. Künstliche Intelligenz kann Menschen dabei helfen glücklicher zu sein.

11. Ich bin davon beeindruckt, was künstliche Intelligenz leisten kann.

12. Ich denke, künstliche Intelligenz macht viele Fehler.

13. Künstliche Intelligenz könnte die Kontrolle über Menschen erlangen.

14. Künstliche Intelligenz kann einen positiven Einfluss auf das Wohlbefinden anderer Men-
schen besitzen.

15. Wir würden uns sehr freuen, wenn Sie hier "Stimme voll und ganz zu" auswählen
würden.

16. Bei Routinetätigkeiten wäre künstliche Intelligenz besser als ein durchschnittlicher
Angestellter.
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17. Es existieren viele Anwendungsbeispiele, bei denen künstliche Intelligenz sehr nützlich
wäre.

18. Künstliche Intelligenz kann viele Aufgaben besser erledigen als ein Mensch.

19. Ich würde künstliche Intelligenz gerne bei meiner Arbeit verwenden.

20. Menschen wie ich werden unter der vermehrten Nutzung künstlicher Intelligenz leiden.

21. Künstliche Intelligenz wird dafür genutzt Menschen auszuspionieren.

2. Our own questions: AI

Wie glauben Sie, wird KI die Einkommensverteilung in Deutschland verändern?

KI wird die Einkommensverteilung...

• deutlich gleicher machen.

• eher gleicher machen.

• unverändert lassen.

• eher ungleicher machen.

• deutlich ungleicher machen.

Die Bundesregierung sollte zur Abfederung der Folgen von KI auf dem Arbeitsmarkt ein
bedingungsloses Grundeinkommen für alle einführen.

• Stimme voll und ganz zu

• Stimme eher zu

• Teils-teils

• Stimme eher nicht zu

• Stimme überhaupt nicht zu

Die Bundesregierung sollte zur Abfederung der Folgen von KI auf dem Arbeitsmarkt
gezielte finanzielle Hilfen für Betroffene einführen.

• Stimme voll und ganz zu

• Stimme eher zu
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• Teils-teils

• Stimme eher nicht zu

• Stimme überhaupt nicht zu

Welche der beiden Maßnahmen zur Abfederung der Folgen von KI auf dem Arbeitsmarkt
sollte die Bundesregierung einführen?

• bedingungsloses Grundeinkommen für alle

• gezielte finanzielle Hilfen für Betroffene

• keine von beiden

2. Our own questions: Income

Bitte teilen Sie uns mit, wie Sie die folgenden Aussagen beurteilen.

Die Einkommensunterschiede in Deutschland sind zu groß.

• Stimme voll und ganz zu

• Stimme eher zu

• Teils-teils

• Stimme eher nicht zu

• Stimme überhaupt nicht zu

Es ist Aufgabe des Staates, die Einkommensunterschiede zwischen den Leuten mit hohem
Einkommen und solchen mit niedrigem Einkommen zu verringern.

• Stimme voll und ganz zu

• Stimme eher zu

• Teils-teils

• Stimme eher nicht zu

• Stimme überhaupt nicht zu

Welcher dieser Bevölkerungsschichten rechnen Sie sich selbst zu?
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• Unterschicht

• Arbeiterklasse

• Untere Mittelschicht

• Mittelschicht

• Obere Mittelschicht

• Oberschicht

• Möchte ich nicht sagen

4. Political affiliation etc.

Bitte beantworten Sie die folgenden Fragen.

Viele Leute verwenden die Begriffe "links" und "rechts", wenn es darum geht, unter-
schiedliche politische Einstellungen zu kennzeichnen. Wir haben hier einen Maßstab, der
von links nach rechts verläuft.

Wenn Sie an Ihre eigenen politischen Ansichten denken, wo würden Sie diese Ansichten
auf dieser Skala einstufen?

Links ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ ⃝ Rechts

Kommen wir nun zu den politischen Parteien in Deutschland. Was halten Sie so ganz
allgemein von den einzelnen Parteien?

Stellen Sie sich dazu einmal ein Thermometer vor, das lediglich von +5 bis −5 geht, mit
einem Nullpunkt dazwischen.

+5 bedeutet, dass Sie sehr viel von der Partei halten; −5 bedeutet, dass Sie überhaupt
nichts von der Partei halten. Mit den Werten dazwischen können Sie Ihre Meinung abstufen.

{The following parties were considered (order randomized across the participants): CDU/CSU,
SPD, AfD, FDP, Grüne, Linke. The answers were measured in 1-degree increments. There
was also the ‘abstain’ option labeled as ‘Mir ist diese Partei nicht bekannt’}

Welche Partei würden Sie wählen, wenn am kommenden Sonntag Bundestagswahl wäre?
{The following parties were considered (order randomized across the participants): CDU/CSU,

SPD, AfD, FDP, Grüne, Linke. In addition, the following options were provided: “Andere”,
“Würde nicht wählen”, “Möchte ich nicht sagen”.}
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Real-effort task images

1. Treatment one

2. Treatment two
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